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Abstract

Artificial intelligence, like any technology, develops along an S-shaped curve and has a limit. In this
Perspective we argue that the current paradigm of scaling neural networks is running into diminishing
returns on compute, exhaustion of human-generated data, energy constraints and theoretical limits of
architectures. Published estimates suggest that these constraints will become binding by the late
2020s to early 2030s. We show that saturation of general-purpose capabilities will redirect the
development of Al along four lines. First, towards narrowly specialized models that penetrate
governance, control, resource allocation, legislation, the economy, security and even the spiritual
sphere. Second, towards the gradual absorption of the intermediate layer — programming languages,
operating systems and drivers, as well as websites, search engines and the personal computer as we
know it — by neural systems and Al agents that become a universal means of controlling machines
and accessing information. Third, towards processor architectures that are specialized for Al and
designed with the help of Al. Fourth, towards mechanical engineering — the design and manufacture
of robots and autonomous machines. For each thesis we present published evidence, a testable
prediction and the main objections: verifiability, energy efficiency, security and accountability.

Keywords: artificial intelligence; scaling laws; technology S-curve; specialized models; Software
2.0; neuromorphic computing; chip design; embodied Al; robotics; Al governance; agentic web

1. Introduction

Artificial intelligence (Al) has become a general-purpose technology, but, like any technology, it
develops along an S-shaped curve and has a limit. We argue that approaching this limit will not stop
the development of Al but will change its direction: from growth in general-purpose capabilities towards
specialization and towards the absorption of the underlying technological layers.

Within a decade, deep learning has progressed from image recognition to general-purpose generative
models (LeCun et al., 2015; Vaswani et al., 2017; Bommasani et al., 2021). Estimates indicate that
large language models affect a substantial share of tasks in the economy, that is, they show the
hallmarks of a general-purpose technology (Bresnahan & Trajtenberg, 1995; Eloundou et al., 2024).
Public debate, meanwhile, oscillates between two extremes: extrapolation of exponential growth and
expectation of a new "Al winter".

Contig | https://genes.kz/Contig/ Page 1



e Contig | Kazakhstan Society of Geneticists and Breeders

The history of technology suggests a third scenario. Every technological paradigm first grows at an
accelerating pace and then reaches a plateau bounded by physics and economics (Foster, 1986). Yet
the main economic impact often arrives precisely on the plateau, when the technology reorganizes
production around itself. This was the case with electrification: electric motors were improved for
decades, but productivity gains came only after factories were reorganized around electric drive (David,
1990; Perez, 2002).

In this Perspective we put forward five interrelated theses:

The limit. The current paradigm — scaling neural networks on human-generated data — is running
into informational, energy and theoretical constraints. Saturation of general-purpose capabilities is
expected in the foreseeable future.

Specialization. On the plateau, value shifts from general-purpose models to narrowly specialized
models trained for a specific domain. Al penetrates every sphere: governance, control, resource
allocation, legislation, the economy, security and even spiritual life.

Disappearance of the intermediate layer. Programming languages, operating systems and drivers
are a historical intermediary between human intent and the machine. In the long run this layer is
absorbed by neural systems, which themselves become a universal means of specifying and executing
computation. The same fate awaits websites, search engines and the familiar personal computer: the
Internet becomes an entry point to a personal Al service.

Hardware co-evolution. Processor architectures specialize for Al and are designed with the help of
Al. General-purpose architectures recede into the background.

Mechanical engineering. The next stage is Al entering the physical world: the design and manufacture
of robots and autonomous machines.

These theses form a single line of reasoning. The limit to growth "upwards" (generality) redirects
development "outwards" (specialization) and "downwards" (into the software, hardware and machine-
building layers). Sections 2—6 substantiate each thesis in turn with published evidence. Section 7
addresses the main objections, and Section 8 concludes. The forecasts in this article are the authors'
position; we state them as testable hypotheses and indicate which observations could refute them.
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Figure 1. The technology stack: today and in prospect. The current (left) and prospective (right) technology
stack. Websites and search engines, programming languages, operating systems and drivers are absorbed
by specialized neural models and Al agents that run on Al-oriented processors and control the machine
directly.

2. The Limits of Development: Al on the S-Curve

The current scaling paradigm is running into four constraints at once: diminishing returns on compute,
data exhaustion, energy, and theoretical limits of architectures. According to published estimates, by
the late 2020s to early 2030s these constraints will make further scaling of general-purpose models
economically unjustified.

2.1. Diminishing returns to scaling

Scaling laws show that the loss of a language model decreases as a power law with the number of
parameters, the amount of data and the compute budget (Kaplan et al., 2020). The compute exponent
is small (ac = 0.050), which implies that a tenfold increase in compute reduces the loss by only about
11%. Subsequent work refined the balance: parameters and data should grow in proportion, and a 70-
billion-parameter model outperformed a 280-billion-parameter model at the same compute budget
(Hoffmann et al., 2022).

A power law in itself contains no ceiling, but it means exponential costs for linear progress. Training
compute for leading models doubled roughly every 20 months before 2010 and every 6 months in the
deep-learning era (Sevilla et al., 2022); according to the Al Index, every 5 months (Maslej et al., 2025).
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For ImageNet, the required compute grew roughly as the ninth power of performance. Reducing the
error from 11.5% to 5% would require about 10° times more compute (Thompson et al., 2020).

Equally important is what scaling laws do not promise. "Emergent" jumps in capability turn out in most
cases to be an artefact of discontinuous metrics; with continuous metrics, growth is smooth and
predictable (Schaeffer et al., 2023). Hence there is no basis for expecting a qualitative leap from scale
alone.

2.2. Data exhaustion

The stock of publicly available human-generated text is estimated at about 300 trillion tokens. If current
trends continue, it will be fully used for training between 2026 and 2032 (median 2028) (Villalobos et
al., 2024). Human data cannot be replaced by synthetic data without loss. Training without filtering on
data generated by previous generations of models leads to irreversible "model collapse”, in which the
rare events of the original distribution disappear (Shumailov et al., 2024). The informational resource of
the paradigm is therefore finite.

2.3. Energy and the physics of computation

In 2024, data centres consumed about 415 TWh (roughly 1.5% of global electricity); the base case
projects about 945 TWh by 2030 (IEA, 2025). The largest training runs already draw more than 100
MW, and their power demand is growing about 2.2-fold per year. By 2030 a single run may require 4—
16 GW, the output of several large power plants (You et al., 2025). Training emissions have grown from
588 t CO, for GPT-3 to 8,930 t for Llama 3.1 405B (Maslej et al., 2025; cf. Strubell et al., 2019).

A systematic analysis by Epoch Al compared four constraints on the scale of a single training run by
2030 (Sevilla et al., 2024). Power supply is likely to bind first:

Table 1.
Constraint Resource estimate for 2030 Feasible training run, FLOP
Power supply 1-5 GW at a single site; 2-45 GW 10% —2-10%°
distributed
Chip manufacturing 20-400 million H100 equivalents 102 — 5-10%°
Data 400 trillion — 20 quadrillion effective 6-10% - 2-10*
tokens
Latency wall physical limit of parallelism 3:10% - 10*

The authors conclude that a run of about 2-10%° FLOP (roughly 10,000 times GPT-4) is probably feasible
by 2030. But this is precisely what marks the horizon: the lower bounds of all four constraints lie within
one to two orders of magnitude of this value. Moreover, hardware no longer guarantees cheaper
computation: Dennard scaling ended in the mid-2000s, and Moore's law is slowing (Theis & Wong,
2017; Leiserson et al., 2020).

2.4. Theoretical constraints

The universal approximation theorem guarantees that a neural network can represent any function
(Hornik et al., 1989). But it is an existence theorem: it says nothing about how efficiently such a network
can be trained. For large language models it has been shown formally that hallucinations cannot be
eliminated completely if the model is used as a general problem solver (Xu et al., 2024).

Transformers solve multi-step compositional tasks mainly by matching previously seen fragments rather
than by systematic reasoning. GPT-4, for example, multiplied three-digit numbers correctly in only 59%
of cases (Dziri et al., 2023; cf. Marcus, 2018). Finally, the "no free lunch" theorems state that, averaged
over all problems, no optimization algorithm is better than any other (Wolpert & Macready, 1997). A
gain is possible only by tailoring to a class of problems — and that is exactly specialization (Section 3).

2.5. Signs of a plateau
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The first signs of saturation are already visible. Leading models are converging in quality: within a year,
the gap between the first- and tenth-ranked models on Chatbot Arena narrowed from 11.9% to 5.4%,
and the gap between open- and closed-weight models from 8.0% to 1.7% (Maslej et al., 2025).
According to the International Al Safety Report, since 2025 a substantial part of capability gains has
come not from larger models but from post-training and inference-time compute; diminishing economic
returns may slow scaling (Bengio et al., 2026).

We interpret the shift to "reasoning" models and inference-time scaling as a classic jump to the next S-
curve (Foster, 1986). A smaller model with additional inference-time compute can outperform a model
14 times larger (Snell et al., 2025). Reinforcement learning on reasoning tasks raised accuracy on the
AIME 2024 benchmark from 15.6% to 77.9% (Guo et al., 2025). However, the new curve shifts costs
from training to every individual query and does not remove the energy constraints of Section 2.3.

Sutton's "bitter lesson" holds that general methods that leverage growing computation have always
beaten methods that rely on domain knowledge (Sutton, 2019). We suggest that this lesson holds as
long as computation becomes exponentially cheaper. Once the growth of available compute and energy
slows, the balance will shift towards specialization and domain knowledge.

Testable prediction. If by 2030 models trained with a budget of the order of 10** FLOP show a
qualitative increase in capability beyond the extrapolation of power laws, Thesis 1 should be considered
refuted.

3. Specialization: From a Universal Model to an Ecosystem of
Narrow Models

As the growth of general-purpose capabilities slows, competitive advantage passes to narrowly
specialized models. At the same time, Al moves beyond the IT sector and becomes embedded in public
administration, control, resource allocation, legislation, the economy, security and even the spiritual
sphere.

3.1. Why specialization is inevitable

Already today, the most significant scientific results of Al have been obtained by specialized models.
AlphaFold was the first to predict protein structures routinely with atomic accuracy (Jumper et al., 2021).
GraphCast produces a 10-day global weather forecast in under a minute and outperforms the
operational ECMWF HRES system on 90% of 1,380 verification targets (Lam et al., 2023). Domain-
specific language models in finance and medicine outperform general-purpose models of comparable
size in their fields (Wu et al., 2023; Singhal et al., 2023).

Specialization makes it possible to substitute data quality for scale. The phi-1 model, with 1.3 billion
parameters and trained on about 7 billion tokens of "textbook-quality" data, solved 50.6% of HumanEval
problems (Gunasekar et al., 2023). Mixture-of-experts architectures implement specialization within a
single network and speed up pre-training up to sevenfold at the same compute (Shazeer et al., 2017;
Fedus et al., 2022). Knowledge distillation transfers the capabilities of a large model into a compact one
(Hinton et al., 2015). For agentic systems it has already been proposed to use small language models
by default, reserving large models for rare general-purpose tasks (Belcak et al., 2025).

Economics reinforces this trend. Between November 2022 and October 2024, the cost of inference at
GPT-3.5 level fell more than 280-fold, and leading models converged in quality (Maslej et al., 2025).
The general-purpose model is becoming a commodity with shrinking margins, and value is shifting to
domain data, integration and accountability for outcomes. Theoretically, this follows from the "no free
lunch" theorems (Wolpert & Macready, 1997): for any fixed class of problems there will always be a
specialized system that solves it more cheaply than a general-purpose one.
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We expect a two-tier structure. A small number of foundation models (Bommasani et al., 2021) will
become infrastructure, like the electricity grid. On top of them, a multitude of specialized models will
grow — for each industry, process and device.

3.2. Penetration into every sphere

Al is already applied in all the spheres named in Thesis 2, including those traditionally considered
exclusively human:

Table 2.

Sphere Characteristic example Source

Public administration By 2020, 64 of 142 US federal Engstrom et al., 2020; Coglianese &
agencies (45%) had used Al in 157 Lehr, 2017

use cases
Legislation In 2023 the Porto Alegre city council | Jeantet & Savarese, 2023; Katz et
unanimously passed an ordinance al., 2024

whose text was written by ChatGPT;
GPT-4 passed the US Uniform Bar
Exam

Resource allocation Reinforcement learning designs tax Zheng et al., 2022
policies that improve the equality—
productivity trade-off in simulated
economies

Control of physical systems A neural controller commands all Degrave et al., 2022
magnetic coils of the TCV tokamak
and shapes the plasma as specified
Economy and healthcare The FDA approved 223 Al-enabled Maslej et al., 2025; Topol, 2019
medical devices in 2023, compared
with 6 in 2015

Security Al changes the threat landscape in Brundage et al., 2018
the digital, physical and political
domains — both as a means of
defence and as a means of attack
Spiritual sphere The robot preacher Mindar (Kyoto), Jackson et al., 2023; Loffler et al.,
the blessing robot BlessU-2 2021; Simmerlein, 2025
(Wittenberg), a church service
written by ChatGPT (2023)

Growth is especially notable in legislation. In 2024, Al was mentioned 1,889 times in the legislative
proceedings of 75 countries, more than nine times as often as in 2016; US federal agencies issued 59
Al-related regulations (Maslej et al., 2025). The European Commission is studying the integration of
language models into its LEOS legislative drafting system (Fitsilis & Mikros, 2024). However, general-
purpose models hallucinate on at least 58% of verifiable legal questions (Dahl et al., 2024). Specialized
legal tools reduce this figure to 17-33%, but not to zero (Magesh et al., 2025). This is a direct argument
for Thesis 2: in high-stakes domains, only a specialized and verifiable system is fit for purpose.

Regulation itself pushes towards specialization. The EU Atrtificial Intelligence Act classifies systems not
by technology but by area of application (Regulation (EU) 2024/1689, 2024). Eight areas are classified
as high-risk, including critical infrastructure, law enforcement, the administration of justice and
democratic processes. A model with a clearly delimited scope of application is easier to certify than a
general-purpose one. The "society-in-the-loop" principle requires that stakeholder values be embedded
in algorithmic governance (Rahwan, 2018); this is achievable for a narrow task but hardly for a "model
of everything".

The spiritual sphere is instructive because it reveals both the possibilities and the limits of penetration.
In three studies (Japan, Singapore, the USA), robot preachers were perceived as less credible, which
reduced religious commitment and donations (Jackson et al., 2023). Religious institutions respond with
their own normative frameworks. By 2024 the Rome Call for Al Ethics (2020) had been signed by

Contig | https://genes.kz/Contig/ Page 6



e Contig | Kazakhstan Society of Geneticists and Breeders

representatives of the Abrahamic religions and of eleven other world religions (Pontifical Academy for
Life, 2020). The Vatican note Antiqua et nova (2025) states that the intelligence of Al is functional and
that moral responsibility remains with humans (Dicastery for the Doctrine of the Faith, 2025). In other
words, even here Al enters as a specialized tool with a delimited role rather than as a universal
substitute for the human being.

Testable prediction. By 2030, most Al queries in the corporate and public sectors will be served by
specialized or small models rather than by the largest general-purpose ones. The opposite outcome
would refute Thesis 2.

4. The Disappearance of the Intermediate Layer: From Programs to
Neural Control

Programming languages, operating systems and drivers arose as a translator between human intent
and the machine. When the machine itself understands intent, and the neural network itself becomes
the executable "program”, the translator loses its function. Websites and search engines belong to the
same layer (Section 4.4). This is the most radical of our theses, and we state it as a long-term
hypothesis.

4.1. Programming as a historical intermediary

The history of programming is a steady rise in the level of abstraction: machine code, assembly
language, high-level languages, frameworks. Each step brought the way a task is specified closer to
natural language. The logical end point of this sequence is the specification of intent without any formal
language at all. This is how the concepts of "the end of programming” (Welsh, 2023) and "Software 2.0"
— in which neural-network weights found by optimization replace hand-written code (Karpathy, 2017)
— are formulated.

Automated code writing is advancing faster than any other application of Al. In 2021 Codex solved
28.8% of HumanEval problems on the first attempt (Chen et al., 2021), and AlphaCode reached the
upper half of participants in Codeforces competitions (Li et al., 2022). On SWE-bench, built from real
GitHub issues, the best model of 2023 resolved only 1.96% of tasks (Jimenez et al., 2024). By 2026,
developers report scores above 90% on SWE-bench Verified (Anthropic, 2026), although the validity of
this benchmark is itself now being questioned (OpenAl, 2026). In industry, Google reported that Al
generated more than a quarter of new code in October 2024 and about 75% in April 2026 (Pichai, 2024,
2026). These are company self-reports without a public methodology, but the direction of travel is clear.

It is particularly significant that Al is already improving low-level algorithms, including the infrastructure
of Al itself. Sorting routines discovered by AlphaDev have been incorporated into the standard LLVM
libc++ library (Mankowitz et al., 2023). AlphaTensor and FunSearch discovered new matrix
multiplication algorithms and combinatorial constructions (Fawzi et al., 2022; Romera-Paredes et al.,
2024). AlphaEvolve found an algorithm for multiplying 4x4 complex matrices with 48 multiplications —
the first improvement on Strassen's result in 56 years — and sped up one of the kernels used to train
the Gemini model by 23% (Novikov et al., 2025). Thus even the development and maintenance of Al
itself is gradually passing to Al.

4.2. The neural network as an execution environment

There are no theoretical obstacles to such a transition: recurrent neural networks are computationally
universal and can simulate any Turing machine (Siegelmann & Sontag, 1995). The differentiable neural
computer learns by itself to read and write an external memory and solves graph problems (Graves et
al., 2016).

In practice, neural networks are already displacing classical components of system software. Learned
indexes are up to 70% faster than cache-optimized B-trees and require an order of magnitude less
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memory (Kraska et al., 2018). A small neural network inside the operating-system kernel predicts slow
SSD 1/O operations with 87-97% accuracy and reduces average latency by 9.6-79.6% (Hao et al.,
2020). In cars and robots, a single network maps camera pixels directly to steering commands and
actuator torques, without a hand-crafted processing pipeline (Bojarski et al., 2016; Levine et al., 2016).

Moreover, a neural network can replace a program entirely. GameNGen runs the game DOOM entirely
inside a diffusion model at 20 frames per second, without a game engine (Valevski et al., 2025).
NeuralOS generates the graphical interface of the Ubuntu operating system, including launching
applications, directly from mouse and keyboard input (Rivard et al., 2026). The "language model as an
operating system" concepts treat the model as the kernel, the context as memory, tools as peripherals
and applications as agents programmed in natural language (Packer et al., 2023; Ge et al., 2023).

4.3. The trajectory of transition

We distinguish three phases, which will arrive at different times in different industries:

Assisted programming (today). Humans write code with the help of Al and are responsible for it.
Programming languages, operating systems and drivers remain in their current form.

Code as the machine's internal representation. Al writes and maintains code itself; humans set goals
and verify results. Code becomes what assembly language is today: it exists, but almost nobody writes
it by hand. A precursor of this phase is robots that write their own control programs from natural-
language commands (Liang et al., 2023).

Neural control. Neural systems map intent directly onto machine behaviour. The functions of
application programs, operating systems and drivers are absorbed into model weights and hardware
architecture (Section 5).

The ftransition will not be linear. A controlled experiment in 2023 showed a 55.8% speed-up in
development (Peng et al., 2023). A randomized trial in 2025 on mature projects, by contrast, found that
experienced developers were 19% slower (Becker et al., 2025). About 40% of generated programs in
security-relevant scenarios contained vulnerabilities (Pearce et al., 2022). These findings do not refute
the direction, but they show that the second phase will require new verification tools (Section 7).

Testable prediction. By 2035, the share of production code written by hand by humans at leading
technology companies will fall below 10%. Mass-produced devices will appear in which control is
implemented by a neural network without a conventional operating system and drivers. The absence of
both developments would weaken Thesis 3.

4.4. An Internet without websites and a computer without programs

The same process of absorption will affect the Internet and the personal computer itself. Websites,
search engines and personal pages are the same kind of intermediate layer between human intent and
information or services as programming languages are between intent and the machine. When an Al
assistant itself finds and compares information, gives an answer and carries out an action, this layer is
no longer needed.

The shift is already measurable. When Google shows an Al summary, users click on result links in 8%
of visits compared with 15% without one, and on links inside the summary in only 1% (Chapekis & Lieb,
2025). Human pageviews of Wikipedia in 2025 fell by about 8% compared with 2024; the Wikimedia
Foundation attributes this in part to search engines answering questions directly with generative Al
(Miller, 2025). Activity on Stack Overflow fell by about 25% within six months of the release of ChatGPT
(del Rio-Chanona et al., 2024). As early as 2024, Gartner predicted a 25% drop in traditional search
volume by 2026 (Gartner, 2024). In 2024, automated traffic exceeded human traffic for the first time in
a decade, accounting for 51% of all web traffic (Imperva, 2025). Al crawlers take content while returning
almost no visitors: in July 2025 there were between 195 and more than 38,000 crawler requests per
referral to a site, depending on the platform (Tomé, 2025). Meanwhile, by October 2025 more than 800
million people were using ChatGPT every week (Bellan, 2025), and 15% of people under 25 were
getting news from Al chatbots weekly (Newman et al., 2025).
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An organization's representative website is turning into its Al agent. Open protocols already allow
organizations to expose data and services directly to Al systems: the Model Context Protocol
(Anthropic, 2024), Agent2Agent (Surapaneni et al., 2025) and NLWeb, which adds to any website a
conversational interface accessible to Al agents (Microsoft, 2025). Researchers describe an "agentic
web" whose main users are not people but Al agents interacting with one another (Yang et al., 2025;
Chen et al., 2025). Search engine optimization is already giving way to optimization for generative
engines (Aggarwal et al., 2024). In the logic of Thesis 2, an organization's representative website
becomes its specialized model — an agent that answers questions and performs transactions on its
behalf. Standard websites, personal pages and search engines are passing into history. The Internet
becomes a network of agents and, for a person, an entry point to their own Al service on a computer,
tablet or phone.

The computer itself is changing too. The familiar way of working with it — files, folders, windows,
applications and a browser — took shape around the graphical interface and manual control of
programs. Generative Al introduces a new interface paradigm in which the user specifies the desired
outcome rather than a sequence of actions (Nielsen, 2023). Even the graphical interface of an operating
system can already be generated by a neural network (Rivard et al., 2026). As early as 1991, Weiser
wrote that the most profound technologies "disappear”, weaving themselves into everyday life (Weiser,
1991). We expect the personal computer as a universal tool for manually operating programs to lose
its purpose, because the familiar ways of using it will disappear. The device will become a terminal for
accessing a personal Al service, and computation will move to specialized hardware (Section 5).

Testable prediction. By 2035, most information queries will be served by Al assistants without a visit
to a website, and large organizations will provide their services primarily through Al agents accessible
via open protocols. If the share of clicks from search to websites stays at its 2024 level, this part of
Thesis 3 will be refuted.

5. The Hardware Foundation: Processors for Al, Designed by Al

General-purpose processors no longer deliver their former performance gains. Growth now comes from
architectures specialized for Al, and these are increasingly designed with the participation of Al itself.
This closes a loop of co-evolution: Al designs the chips on which the next generation of Al is trained.

5.1. The end of general-purpose growth

Dennard's scaling rule made it possible to shrink transistors at constant power density (Dennard et al.,
1974). It ceased to hold in the mid-2000s (Theis & Wong, 2017). Since then, the performance of general-
purpose processors has grown by only a few per cent per year, compared with about 50% per year in
1986-2002. This is why Hennessy and Patterson identified domain-specific architectures as the main
path forward (Hennessy & Patterson, 2019).

The main constraint of modern architectures is not arithmetic but data movement. An access to external
DRAM costs two to three orders of magnitude more energy than an arithmetic operation (Horowitz,
2014; Sze et al., 2017). The von Neumann architecture, with its separation of processor and memory,
is poorly suited to neural networks, in which billions of weights are read at every step.

5.2. Architectural specialization

Google's first tensor processing unit (TPU) was 15-30 times faster than contemporary CPUs and GPUs
on production inference workloads and 30—80 times more energy-efficient (Jouppi et al., 2017). TPU v4
connects 4,096 chips through optical circuit switches and is 1.2—1.7 times faster than the NVIDIA A100
while using 1.3—1.9 times less power (Jouppi et al., 2023). Further examples include accelerators with
optimized dataflows (Chen et al., 2017), deterministic streaming processors scheduled at compile time
(Abts et al., 2020) and wafer-scale processors with 2.6 trillion transistors and 850,000 cores (Lie, 2023).
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The next step is to abandon the von Neumann principle itself. In-memory computing performs matrix—
vector multiplication where the weights are stored (Sebastian et al., 2020). IBM's analogue Al chip with
35 million phase-change memory devices reaches 12.4 TOPS/W on speech recognition with accuracy
close to that of software (Ambrogio et al., 2023; cf. Ambrogio et al., 2018). The TrueNorth neuromorphic
chip, with one million neurons, recognizes objects in a video stream while consuming about 63 mW
(Merolla et al., 2014; see also Davies et al., 2018). The prospects for scaling neuromorphic systems
and photonic processors are being actively investigated (Kudithipudi et al., 2025; Shen et al., 2017). In
such architectures the neural network is not executed by a program but is physically embodied in
hardware — and this is exactly what makes the intermediate software layer of Section 4 redundant.

The market already reflects this shift. NVIDIA's data-centre revenue grew from US$115.2 billion in fiscal
year 2025 (February 2024 — January 2025) to US$193.7 billion in fiscal year 2026 (NVIDIA, 2025, 2026).
In the fourth quarter of 2025, servers with embedded GPUs accounted for more than half of server
market revenue (IDC, 2026). At the same time, spending on general-purpose servers is still growing in
absolute terms (Dell'Oro Group, 2026): general-purpose processors are receding in share rather than
disappearing.

Specialization also has a downside — the "hardware lottery". Ideas often win not because they are
better but because they suit the existing hardware (Hooker, 2021). Hardware tailored to transformers
may slow the transition to the next S-curve. In our reasoning, this is one more mechanism that locks in
the limit of the current paradigm (Section 2).

5.3. Al designs processors

A reinforcement-learning method for placing macro blocks on a chip produces a floorplan in under six
hours (Mirhoseini et al., 2021). According to its developers, it has been used in every TPU generation
since 2020 (Goldie et al., 2024; Google DeepMind, 2024). The result is disputed: independent
evaluations found that carefully tuned simulated annealing and commercial electronic design
automation tools achieve comparable or better results (Cheng et al.,, 2023; Markov, 2024). A
commercial reinforcement-learning design optimization tool had already been used in 100 commercial
chip tape-outs by February 2023 (Synopsys, 2023).

Language models are also reaching higher levels of design. Fine-tuned models write hardware
descriptions in Verilog and outperform general-purpose models in doing so (Thakur et al., 2023, 2024).
ChipNeMo, a model adapted for chip design, outperformed GPT-4 in two of three engineering use cases
(Liu et al., 2023). Both examples also support Thesis 2: in hardware design, the specialized model wins.

Testable prediction. By 2035, mass-produced processors will appear for which an Al system proposed
not only the physical layout but also the microarchitecture, with humans performing only verification.
The share of analogue, neuromorphic or photonic accelerators in model inference on edge devices will
become significant.

6. Mechanical Engineering, Robots and Autonomous Machines

The logical continuation of this trajectory is Al entering the physical world. Neural models control robots
directly, Al designs machines, and production becomes autonomous. All the preceding theses converge
here: a specialized model (Thesis 2) without intermediate code (Thesis 3) on specialized hardware
(Thesis 4) controls a machine built by other machines.

6.1. Overcoming Moravec's paradox

For a long time, perception and movement remained harder for machines than abstract reasoning: a
computer could play checkers but could not match a one-year-old child in motor skills (Moravec, 1988).
The embodied approach held from the outset that intelligence must be built from the bottom up, from
direct coupling with the world (Brooks, 1991).

Contig | https://genes.kz/Contig/ Page 10



e Contig | Kazakhstan Society of Geneticists and Breeders

Deep learning has substantially narrowed this gap. Convolutional policies map images directly to motor
torques (Levine et al., 2016). Policies trained in simulation transfer to real legged robots (Hwangbo et
al.,, 2019). The autonomous quadrotor Swift won 15 of 25 races against three world champions
(Kaufmann et al., 2023). Fine bimanual manipulation tasks are learned with 80—-90% success from only
50 demonstrations on hardware costing about US$20,000 (Zhao et al., 2023).

6.2. Foundation models for robots

Vision—language—action (VLA) models take an image and a natural-language command as input and
output control actions. This is exactly what the third phase of Section 4.3 looks like: there is no human-
written control program between intent and the machine's movement.

PaLM-E (562 billion parameters) was the first to embed continuous sensor signals into a language
model for robot action planning (Driess et al., 2023).

RT-2 encodes actions as text tokens and transfers web knowledge into control; success in unseen
scenarios rose from 32% to 62% (Brohan et al., 2023).

Open X-Embodiment pooled data from 22 robot embodiments across 21 institutions (527 skills, more
than 1 million episodes); the shared model was on average 50% more successful than embodiment-
specific ones (O'Neill et al., 2024).

OpenVLA (7 billion parameters) outperformed a closed model seven times its size by 16.5 percentage
points in task success (Kim et al., 2024).

T, was trained on more than 10,000 hours of data from 7 robot configurations and controls them at up
to 50 Hz (Black et al., 2025).

Gemini Robotics and GROOT N1 learn new tasks from about a hundred demonstrations and are trained
on synthetic data: 780,000 trajectories for a humanoid were generated in 11 hours (Gemini Robotics
Team, 2025; Bjorck et al., 2025).

We emphasize the pattern: a general robotics model serves as the foundation, but a fine-tuned
specialized version runs on each particular machine (Firoozi et al., 2025). In road transport, autonomy
already delivers measurable benefits. Over 56.7 million rider-only miles, Waymo vehicles were involved
in injury crashes significantly less often than human drivers under comparable conditions; for
intersection crashes the reduction was 96% (Kusano et al., 2025).

6.3. Machines that build machines

The idea of an automaton capable of building machines goes back to von Neumann (von Neumann,
1966). The first practical demonstration came in 2000: robot bodies and their neural controllers were
co-evolved by an evolutionary algorithm and automatically fabricated on a 3D printer (Lipson & Pollack,
2000). Today, deep generative models are used in topology optimization, shape synthesis and materials
design (Regenwetter et al., 2022). Digital twins link design with operation (Tao et al., 2019), and the
concept of "Industry 5.0" places at its centre not technology but people and sustainability (Xu et al.,
2021).

Autonomous laboratories carry the same principle into science (Wang et al., 2023). A mobile robotic
chemist independently performed 688 experiments in 8 days and found a photocatalyst six times more
active than the starting formulation (Burger et al., 2020). The A-Lab story, however, shows the cost of
haste. After criticism, the number of successfully synthesized target compounds was corrected from 41
of 58 to 36 of 57, and the compounds were no longer described as new to science (Szymanski et al.,
2023; Leeman et al., 2024).

The scale of robotization is growing rapidly. In 2024, 542,000 industrial robots were installed worldwide
— twice as many as ten years earlier (IFR, 2025). In 2025 installations exceeded 600,000, the global
operational stock reached 5 million units, and China accounted for 59% of installations (IFR, 2026a).
Series production of humanoids has also begun: about 7,000 full-size humanoid robots were sold in
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2025 (IFR, 2026b). This is still the early part of the S-curve — the same phase in which language
models found themselves at the turn of the 2010s and 2020s.

Testable prediction. By 2035, most newly installed robots will be configured through demonstration
and natural-language commands via foundation models rather than programmed in industrial robot
languages.

7. Objections and Open Questions

The most serious objections are directed against Thesis 3. A neural network is hard to verify, it is less
energy-efficient at exact computation, and it bears no legal responsibility. Below we consider seven
objections and indicate how they modify our forecasts.

7.1. Verifiability. For classical software there are methods for proving correctness (Hoare, 1969). The
correctness of the seL4 microkernel, comprising 8,700 lines of C, has been proved by machine (Klein
et al,, 2009). No comparable guarantees exist for neural networks, and complete elimination of
hallucinations is theoretically impossible (Xu et al., 2024). Formal layers will therefore persist longest in
safety-critical systems. We expect that human code writing will disappear, while formal specifications
will remain as machine-generated and machine-checked artefacts. Verification of neural systems is the
main precondition for realizing Thesis 3.

7.2. Energy efficiency of exact computation. Adding two numbers in a processor register costs a
fraction of a picojoule (Horowitz, 2014), whereas a language model performs about 2N operations per
output token, where N is the number of parameters (Kaplan et al., 2020), and still makes mistakes in
multi-digit multiplication (Dziri et al., 2023). It follows that what will disappear is not exact computation
but the intermediate program between it and intent. Deterministic units will become part of specialized
hardware (Section 5), which the neural system invokes directly.

7.3. Technical debt. In real ML systems, the model code itself is a small fraction; most of the complexity
and hidden debt accumulates in the surrounding infrastructure (Sculley et al., 2015). Replacing code
with weights moves complexity into data but does not eliminate it. This is an argument for self-
maintaining Al systems, but also the reason why the transition will take decades rather than years.

7.4. Security and dual use. About 40% of Al-generated programs in security-relevant scenarios
contained vulnerabilities (Pearce et al., 2022). Autonomous machines and Al in infrastructure
management enlarge the attack surface (Brundage et al., 2018; Bengio et al., 2026). The deeper Al
penetrates the physical world (Thesis 5), the higher the cost of error and the stricter the certification
requirements will become.

7.5. Accountability and legitimacy. In governance, law and the spiritual sphere, a decision must be
not only good but also legitimate. Regulators and religious institutions agree that responsibility remains
with humans (Regulation (EU) 2024/1689, 2024; Dicastery for the Doctrine of the Faith, 2025). Evidence
of lower trust in robot preachers (Jackson et al., 2023) shows that social acceptance may lag behind
technical capability. In these spheres we therefore expect Al to act as a specialized adviser and
executor rather than as the subject of decisions.

7.6. A new paradigm may push the limit back. The history of Al teaches that general methods that
leverage computation win sooner or later (Sutton, 2019). Epoch Al's analysis allows for training runs
roughly 10,000 times larger than GPT-4 by 2030 (Sevilla et al., 2024). A fundamentally new architecture
could start a new S-curve (Foster, 1986), while hardware specialization for the current paradigm could
slow it down (Hooker, 2021). Thesis 1 therefore refers to the current scaling paradigm, not to Al as
such. Theses 2-5 remain valid even if scaling continues: they describe the direction in which the
technology diffuses, not its ceiling.

7.7. Who will create knowledge? If websites and forums disappear, people will have less incentive to
publish knowledge openly; the decline of activity on Stack Overflow is a first signal (del Rio-Chanona
et al., 2024). Yet it is human data that feeds Al, and training on a model's own outputs leads to model
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collapse (Shumailov et al., 2024; Villalobos et al., 2024). The agentic Internet will therefore require new
mechanisms for rewarding authors; first attempts, such as charging Al crawlers for access, have already
appeared (Allen & Newton, 2025). Another risk is the concentration of access to information in the
hands of a few Al service operators. This is an argument for open protocols and for many specialized
agents rather than a single universal one.

8. Conclusion

Al is a technology with a limit, and the current scaling paradigm will in all likelihood reach it by the late
2020s to early 2030s. Yet a limit to growth "upwards" means not a halt but a redirection of development.
Outwards — through specialization and penetration into every sphere of life. Downwards — through
absorption of the intermediate layer of programs, websites and search engines, specialization of
hardware and entry into mechanical engineering.

The resulting picture is a short chain, "intent — specialized neural model — Al-oriented hardware —
machine", in place of today's multi-layer stack of websites and search engines, programming
languages, operating systems, drivers and general-purpose computers. So far this chain has been
realized only in fragments: in robots with VLA models, in neural game engines, in Al assistants that
replace search and in processors designed with the participation of Al. But every one of its links has
already been demonstrated.

This Perspective points to six priorities for research and practice:

Verification of neural systems — methods for proving and certifying the behaviour of models that
replace code.

Energy-efficient specialized hardware — in-memory, analogue, neuromorphic and photonic
architectures.

Data-efficient training of domain models — quality and structure of data rather than volume.
Frameworks for governance and accountability for Al in public administration, law, security and the
spiritual sphere.

The knowledge economy of the agentic Internet — reward mechanisms for authors and open
protocols, without which Al will run out of fresh human data.

Reform of engineering education — a shift of emphasis from programming to problem specification,
verification, hardware and mechanical engineering.

Specialization also has an important practical consequence. If value shifts from the largest general-
purpose models to domain data and integration, then countries, universities and companies without
access to gigawatt-scale data centres will be able to compete in their own fields. The limit of general-
purpose Al thus becomes the beginning of its democratization.
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